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Abstract— We present a real-time tracking algorithm for extracting the trajectory of each pedestrian in a crowd video
using a combination of non-linear motion models and learning
methods. These motion models are based on new collisionavoidance and local navigation algorithms that provide improved accuracy in dense settings. The resulting tracking
algorithm can handle dense crowds with tens of pedestrians at
realtime rates (25-30fps). We also give an overview of techniques
that combine these motion models with global movement
patterns and Bayesian inference to predict the future position
of each pedestrian over a long time horizon. The combination
of local and global features enables us to accurately predict the
trajectory of each pedestrian in a dense crowd at realtime rates.
We highlight the performance of the algorithm in real-world
crowd videos with medium crowd density.

I. I NTRODUCTION
The sensing and computation (detection, tracking, and prediction) of human crowd motion has received considerable
attention in the literature. It is a well-studied problem that
has many applications in surveillance, behavior modeling,
activity recognition, disaster prevention, and crowded scene
analysis. Despite many recent advances, it is still difficult
to accurately track and predict pedestrians in real-world
scenarios, especially as the crowd density increases.
The problem of tracking pedestrians and objects has been
studied in computer vision and image processing for three
decades. However, tracking pedestrians in a crowded scene
is regarded as a difficult problem due to intra-pedestrian
occlusion (i.e. one pedestrian blocking others) and changes in
lighting and pedestrian appearance. Similarly, predicting the
trajectory of a pedestrian in a dense environment can also be
challenging. In general, pedestrians have varying behaviors
and can change their speed to avoid collisions with obstacles
and other pedestrians in a scene. In high density or crowded
scenarios, the pairwise interactions between the pedestrians
tend to increase significantly, affecting their behavior and
movement. As a result, the highly dynamic nature of pedestrian movement makes it difficult to estimate their current
or future positions. Furthermore, many applications such as
surveillance, robot navigation, and autonomous driving need
realtime prediction capabilities to estimate the positions of
the pedestrians.
We present an algorithm that offers better tracking and
prediction using improved motion models and local navigation models and demonstrates improved navigation for
autonomous robots and vehicles.
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Fig. 1: Pedestrian Prediction and Multi-Robot Navigation:
We developed an algorithm to predict the path of each
pedestrian (i.e., close to the ground truth) and use the
predicted path for collision-free multi-robot navigation. We
also classify the behavior of each pedestrian from his or
her trajectory and adjust some of the components of social
constraints (e.g., personal space, entitativity behavior, etc.)
accordingly.

II. R ELATED W ORK
In this section, we give a brief overview of prior work on
motion models and pedestrian path prediction.
A. Motion Models
There is an extensive body of work in robotics, multi-agent
systems, crowd simulation, and computer vision on modeling
pedestrian motion in crowded environments. These models
can be broadly classified into the following categories:
potential-based models, which model virtual agents in a
crowd as particles with potentials and forces [20]; boid-like
approaches, which create simple rules to steer agents [35];
geometric optimization models, which compute collision-free
velocities [40]; and field-based methods, which generate
fields based on continuum theory [39]. Many of these models
have been used for offline and online pedestrian tracking and

trajectory computation. Among these approaches, velocitybased motion models [22], [23], [41], [40], [33] have been
successfully applied to the simulation and analysis of crowd
behaviors and to multi-robot coordination [37]. Velocitybased models have also been shown to have efficient implementations that closely match real human paths [18].
B. Pedestrian-Tracking with Motion Models
Prior work in pedestrian tracking [10], [25] attempts to
improve tracking accuracy by making simple assumptions
about pedestrian movement, such as constant velocity and
constant acceleration. More recently, long-term motion models and pairwise interaction rules have been combined with
tracking to improve the accuracy. Bruce et al. [9] and
Gong et al. [16] first estimate pedestrians’ destinations
and then predict their motions along the path towards the
estimated goal positions. Liao et al. [28] extract a Voronoi
graph from the environment and predict people’s motion
along the edges. Many techniques have been proposed for
short-term prediction using motion models. Luber et al. [29]
apply Helbing’s social force model to track people using a
Kalman filter based tracker. Mehran et al. [30] also apply
the social force model to detect people’s abnormal behaviors
from videos. Pellegrini et al. [32] use an energy function
to build up a goal-directed short-term collision-avoidance
motion model. Bera et al. [4], [5], [3] use reciprocal velocity
obstacles and hybrid motion models to improve the accuracy
of pedestrian tracking.
C. Path Prediction and Robot Navigation
There has been considerable work on predicting pedestrian
trajectories in robotics and computer vision. Most of this
work relies on local pedestrian interactions, crowd flows,
motion models, Kalman filters, particle filters, and their
variants [38], [2]. However, current methods are limited to
sparse settings with only a few pedestrians. Our goal is to
develop accurate methods for dense settings that consist of
pedestrians as well as moving robots. There has been some
recent work on using hybrid approaches, combining local
and global pedestrian features. In practice, each of these
methods only capture some interactions and movements; they
are unable to capture the overall pedestrian behavior and
hence fail in many situations.
Understanding the behavior of pedestrians within a crowd,
which can be as simple as a person walking towards a
destination, involves several complex human-centric decisions such as which route to take and the various ways to
avoid collision with other pedestrians and obstacles. As a
result, different pedestrians will accomplish the same goal
in different manners.
Robots navigating in complex, noisy, and dynamic environments have prompted the development of other forms
of trajectory prediction algorithms. Fulgenzi et al. [15] use
a probabilistic velocity-obstacle approach combined with

the dynamic occupancy grid; this method assumes constant linear velocity motion of the obstacles. DuToit et al.
[11] present a robot planning framework that takes into
account pedestrians’ anticipated future location information
to reduce the uncertainty of the predicted belief states.
Other techniques use potential-based approaches for robot
path planning in dynamic environments [34]. Some methods
learn the trajectories from collected data. Ziebart et al. [43]
use pedestrian trajectories collected in the environment for
prediction using Hidden Markov Models. Bennewitz et al. [2]
apply Expectation Maximization clustering to learn typical
motion patterns from pedestrian trajectories before using
Hidden Markov Models to predict future pedestrian motion.
Henry et al. [21] use reinforced learning from example traces,
estimating pedestrian density and flow with a Gaussian process. Kretzschmar et al. [26] consider pedestrian trajectories
as a mixture probability distribution of a discrete as well as
a continuous distribution, and then use Hamiltonian Markov
chain Monte Carlo sampling for prediction. Kuderer et al.
[27] use maximum entropy based learning to learn pedestrian
trajectories and use a hierarchical optimization scheme to
predict future trajectories. Many of these methods involve
a priori learning, and may not work in new or unknown
environments.
Trautman et al. [38] have developed a probabilistic predictive
model of cooperative collision avoidance and goal-oriented
behavior for robot navigation in dense crowds. Guzzi et al.
[19] present a distributed method for multi-robot human-like
local navigation. Variations of Bayesian filters for pedestrian
path prediction have been studied in [36], [31]. Some of
these methods are not suitable for real-time applications or
may not work well for dense crowds.
III. P EDESTRIAN T RACKING
We use the term pedestrian to refer to independent individuals or agents in a crowd. We use the notion of state to
specify the trajectory characteristics of each pedestrian. We
assume that the output of the tracker corresponds to discrete
2D positions. Therefore, our state vector, represented using
the symbol x ∈ R6 , consists of components that describe the
pedestrian’s movements on a 2D plane:
x = [p vc vpref ]T ,

(1)

where p is the pedestrian’s position, vc is its current velocity,
and vpref is the preferred velocity on a 2D plane. The
preferred velocity corresponds to the predicted velocity that a
pedestrian would take to achieve its intermediate goal if there
were no other pedestrians or obstacles in the scene. We use
the symbol S to denote the current state of the environment,
which corresponds to the state of all other pedestrians and
the current position of the obstacles in the scene. The state
of the crowd, which consists of individual pedestrians,
is a
S
union of the set of each pedestrian’s state X = i xi , where
subscript i denotes the ith pedestrian.

The trajectories extracted from a real-world video tend to
be noisy and may have incomplete tracks [13]; thus, we use
Bayesian-inference technique to compensate for any errors
and to compute the state of each pedestrian [24]. At each time
step, the observation of a pedestrian computed by a tracking
algorithm corresponds to the position of each pedestrian on
the 2D plane, denoted as zt ∈ R2 . The observation function
h() provides zt of each pedestrian’s true state x̂t with sensor
error r ∈ R2 , which is assumed to follow a zero-mean
Gaussian distribution with covariance Σr :
zt = h(x̂t ) + r, r ∼ N (0, Σr ).

(2)

h() is the tracking sensor output.
We use the notion of a state-transition model f () which is an
approximation of true real-world pedestrian dynamics with
prediction error q ∈ R6 , which is represented as a zero-mean
Gaussian distribution with covariance Σq :
xt+1 = f (xt ) + q, q ∼ N (0, Σq ).

(3)

We can use any local navigation algorithm or motion model
for function f (), which computes the local collision-free
paths for the pedestrians in the scene.
We use particle filters as the underlying tracker approach.
The particle filter is a parametric method that solves nonGaussian and non-linear state estimation problems [1]. Particle filters are frequently used in object tracking, since they
can recover from lost tracks and occlusions. The particle
tracker’s tracking uncertainty is represented in a Markovian
manner by only considering information from present and
past frames. For more details we redirect the reader to [8].
IV. P EDESTRIAN PATH P REDICTION USING BAYESIAN
L EARNING
We use Ensemble Kalman Filter (EnKF) and Expectation
Maximization (EM) with the observation model h() and
the state transition model f () to estimate the most likely
state x of each pedestrian. EnKF uses an ensemble of
discrete samples assumed to follow a Gaussian distribution
to represent the distribution of the potential states. EnKF
is able to provide state estimation for a non-linear statetransition model. During the prediction step, EnKF predicts
the next state based on the transition model and Σq . When
a new observation is available, Σq is updated based on the
difference between the observation and the prediction, which
is used to compute the state of the pedestrian. In addition,
we run the EM step to compute the covariance matrix Σq to
maximize the likelihood of the state estimation.
Next, we compute clusters of these movement features and
the entry point for each pedestrian. That provides information
about the pedestrians’ global level trajectory behaviors. At
every w steps, we compute new behavior features for each
agent in the scene. We group similar features and find K
most common behavior patterns, which we call movement
flow clusters. We use multivariate Gaussian mixture model

Fig. 2: Behavior Learning: Our goal is to identify the
personality of each pedestrian in a robot’s field of vision
based on his or her trajectory and learning methods. Once
we can classify the personalities of nearby pedestrians, the
multi-agent planning algorithm will take the personalities of
the pedestrians into account and ensure that the resulting
robot behaviors satisfy the social constraints.

to learn the time-varying distribution of entry points, which
will be used as the initial position x0 for a newly added
pedestrian in a data-driven crowd simulation.
A. Pedestrian Behavior Classification
To track or predict the motion of the pedestrians, the robots
should be able to closely estimate pedestrians’ behavior
and thereby adjust their movement by accounting for social constraints. While there are many factors that govern
people’s overall behaviors, we focus on capturing these
behavior variations that occur due to pedestrians’ inherent
personalities and the environment.
To automatically classify every pedestrian’s behavior based
on his or her trajectory and motion model, we developed
an approach that can classify pedestrian behaviors using
Personality Trait Theory from psychology and the Eysenck
3-factor model [14]. This model identifies three major factors
that are used to characterize the personality: Psychoticism,
Extraversion, and Neuroticism (commonly referred to as
PEN). Each individual personality is identified based on how
they exhibit each of these three traits. These individual behaviors can be classified into six weighted behavior classes:
aggressive, assertive, shy, active, tense, and impulsive. There
is prior work on mapping the personality factors and different
motion models used for multi-agent navigation [12], [17].
In our formulation, each pedestrian can be described by a
weighted combination of different personality traits based on
his or her movement pattern. We use learning methods and
a precomputed database on pedestrian behaviors classified

using Personality Trait Theory. During online planning and
navigation, we compute pedestrian state information using
tracking and behavior learning methods. In this approach,
the personality classification is reduced to performing a highdimensional nearest neighbor query for behavior classification and dynamic computation of the motion parameters.
Based on this classification, the pedestrians are classified into
different behavior models such as shy, aggressive, active, etc.,
as shown in Fig. 4. Moreover, we adjust the social constraints
parameters corresponding to entitativity and culture elements
based on different personalities.

Fig. 3: Our robot navigation algorithm satisfies the proxemic distance constraints, including personal space (red)
and social space (yellow). The trajectory computed by our
algorithm (green trajectory) does not intrude on the personal/social space of the pedestrian, whereas a robot that
fails to account for the social constraints (purple trajectory)
may cause pedestrians discomfort.
In our formulation, we use the well-known Personality
Trait Theory from psychology and use the Eysenck 3-factor
model [14] to classify such behaviors. We adopt a datadriven approach and derive a mapping between simulation
parameters and perceived agent behaviors based on the
results of the perceptual study. For more details we refer
the reader to [6].
As an initial proof-of-concept, we demonstrate our behavior learning pipeline on the PBS video stream from the
2017 Presidential Inauguration ceremony at Washington, DC,
USA. We extract a representative sample of the crowd by
selecting 130 pedestrians from a camera angle and learn
their behaviors. As part of our crowd prediction, we changed
the number of pedestrians in the scenario (e.g., 1 million
pedestrians), and estimated the distribution and shape of the
resulting crowd at the National Mall. The resulting crowd of

1M pedestrians has the same behavior classification as the
original 130 representative pedestrians. Readers can find the
video here - https://www.youtube.com/watch?v=
Hyyl22qpc9I

Fig. 4: Improved navigation based on social and physical
constraints in a simulated environment: (a) shows a realworld crowd video and the extracted pedestrian trajectories
in blue. The green markers are the predicted positions of
each pedestrian that will be computed by our algorithm for
collision-free navigation. The red and yellow circles around
each pedestrian in (b) and (c) would highlight their personal
and social spaces respectively, computed using the social
constraints described in Sections 2 and 3. The use of such
psychological and social constraints in (c) can result in better
trajectories over the existing navigation method that takes
into account only the physical constraints with no social
consideration, as shown in (b).

B. Socially-Aware Multi-Robot Multi-Person Navigation
The multi-agent planning and interaction algorithms described in the earlier sub-sections will be integrated and
evaluated in multi-human environments. It is necessary for
multiple robots working around human pedestrians to be

able to successfully navigate to perform their tasks without
colliding with pedestrians or other obstacles in the scene.
One of our goals is to ensure that the resulting set of robots
has fewer entitative behaviors. We also hope to account for
cultural elements.
We developed a new navigation algorithm for multi-robot
multi-person scenarios. Furthermore, the level of interaction may vary depending on passive, active or dynamic
surveillance. Our approach combines pedestrian prediction
and behavior learning methods with multi-agent navigation
schemes that account for both social and physical constraints
as well as social saliency.
We use the distances computed using a person’s psychological constraints and social saliency to enable sociallyaware collision-free robot navigation through a crowd of
pedestrians. Our navigation method is based on Generalized
Velocity Obstacles (GVO) [42], which uses a combination
of local and global methods. The global metric is based on
a road-map of the environment. The local method computes
a new velocity for the robot and takes these distances into
account. Moreover, we also consider the dynamic constraints
of the robot in this formulation.
Figure 3 illustrates how a robot avoids an approaching
pedestrian based on these distances. At a given time instance,
the pedestrian is located at pcurr
human , and has two proxemic
distances: a personal distance of dp (red) and a social
distance of dp (yellow). At the same time instant, the robot
pref
is located at pcurr
robot and has a preferred velocity vrobot which
is computed based on global navigation module. This is the
velocity that it would have for navigating to its goal position,
in the absence of any static or dynamic obstacles. The robot
predicts that during the next time frame, the pedestrian
will move to the position ppred
human using the path prediction
described in Section III(D), and it computes its new velocity
to avoid a collision with the pedestrian. However, this path
prediction is not sufficient for socially-aware navigation since
the robot fails to take into account the pedestrian’s proxemic
distances. Based on these distances, the robot alters its
pred+soc
goal position to ppred+soc
and its velocity to vrobot
robot
to accommodate both social and psychological constraints.
pred
Notice that the velocity vrobot
causes the robot to intrude on
the pedestrian’s personal distance, shown by the red circle
centered around the pedestrian, whereas the updated velocity
ppred+soc
successfully accounts for the pedestrian’s personal
robot
distance as well as its social distance. For more experimental
details and results, we refer the reader to [7].
V. C ONCLUSION
We present an overview of a collection of interactive approaches for computing trajectory-level behavior features
from crowd videos and demonstrate their application to
surveillance and training applications. The approaches are
general, can handle moderately dense crowd videos, and can
compute and predict the trajectory (past, present and future)

for each agent during each time-step. A key benefit of these
approaches is that they can capture dynamically changing
movement behaviors of pedestrians and therefore can be used
for dynamic or local behavior analysis.
Limitations: The performance and accuracy of this algorithm are governed by the tracking algorithm, which can
be noisy, sparse, or may lose tracks. Furthermore, current
realtime methods may not work well in very dense crowd
videos, e.g., those with thousands of agents in a single frame.
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